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These series of notes started as a way for me to organize my thoughts and
come to understand Bayesian analysis. At the moment it is far from complete.
I do hope to continue to spend some time working on this in the near future. If
you do read this and find it helpful please leave me some comments about what
you liked and what could be improved. My ultimate goals for this document
are to provide a gentle introduction to Bayesian and focus solely on application.
There are plenty of great technical texts available on Bayesian analysis and
I encourage you to explore these as they fit your needs. In the end, I hope
that this guide will give you an understanding of Bayesian and why it can be
useful, an introduction to probability distributions, priors, and conjugate priors.
Finally, I hope to show and compare Bayesian methods with traditional methods
with a special focus on multilevel models and structural equation modeling, as
these are especially hot topics in Education. The use of the term multilevel is
important here as all terms in Bayesian are considered random. This guide will
ultimately include R and WinBUGS syntax with a focus on using MCMCglmm
for multilevel modeling.

This guide has benefitted from the help of Chu-Ting Chung and my advisor
Dr. Jeff Long.

This guide is released under the GNU Free Documentation License. Feel free
to share and modify this document. A copy of the *.tex file is available upon
request. Just give me notice somewhere. This document will always be freely
available as that’s the academic way and I know graduate students are poor.

TECHNICAL NOTE: This guide was created using entirely open-source
software (LATEXand GVIM) running on an open-source operating system (De-
bian GNU/Linux). Please use open-source software when it’s available

version 0.10
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Symbol Meaning Explanation
∀ “for all” Used to summarily define all ele-

ments in a set.
∈ “in” or “is an element of” Set notation symbol that means

that the item to its left is a mem-
ber of the set to its right.

∪ “or” When we are interested in the oc-
currence of event A or B. Writ-
ten p(A or B) or p(A ∪B)

∩ “and” or “joint probability” The probability assigned to mul-
tiple events. For example, the
probability of observing events A
and B. Written p(A,B) or p(A ∩
B)∏

“repeated multiplication” This represents repeated mul-
tiplication. For example, the
joint probability of n indepen-
dent events, E1, E2, ..., En, is∏n
i=1 p(Ei). Useful for con-

structing likelihood functions.
f(x) Generic continuous function Used to represent a generic func-

tion of the random variable x.
Mostly used to represent an al-
gebraic probability density func-
tion for a continuous variable.

p(x) Generic discrete function or probability Used to represent a generic func-
tion of a discrete random variable
x. Also used to represent “the
probability of x.” In a discrete
sample space, these are equiv-
alent, given that the function
yields the probability for a spec-
ified value of x.

∝ “is proportional to” Notation represent that a quan-
tity is proportional to a specific
formula (e.g. Bayes theorem).

iid “independent and identically distributed” In probability theory and statis-
tics, a sequence or other collec-
tion of random variables is in-
dependent and identically dis-
tributed (i.i.d.) if each random
variable has the same probabil-
ity distribution as the others and
all are mutually independent.
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Table 1: Useful nomenclature for Bayesian

1 Introduction to probability

1.1 Brief introduction to Bayesian

Classical (frequentist) statistics defines probability as the frequency of events in
a long, potentially infinite, series of trials. For example, if you flip a coin an
infinite amount of times the probability that it would come up heads on any
given flip is 1/2. This is the statistics that we’ve all been taught. It was largely
thanks to Neyman-Pearson.

Bayesian statistics defines probability as a subjective representation of un-
certainty about events. Prior experience has shown us 50% of the time we get
a heads assuming the coin is fair. These are assumptions we make. We treat
the coin flipping as a “random variable”. In general, when we are talking about
the probability of a specific event and not some frequency of long events we’re
giving a Bayesian interpretation. A common mistake in statistics when describ-
ing p-values and confidence intervals is to give these a Bayesian interpretation.
For example, the probability that that null hypothesis is true is 0.001 or there
is a 95% probability that this estimate lies between 0.25 and 1.35. These are
Bayesian interpretations. They are not necessarily better, though they are likely
much more intuitive. Also note the use of prior experience. Prior knowledge
is very important in Bayesian model building as your belief in your parameters
can radically affect your outcome. Some will argue that Bayesian statistics with
uninformative priors is really just likelihoodism. It is true that the posterior
mode of such distributions are equilvalent to maximum likelihood estimates.
But in my opinion, the beauty of using Bayesian is that you have the freedom
to incorporate priors or not, unlike in classical statistics. Bayesian is more dif-
ficult at first to learn mathematical but conceptual it makes sense. Also, I will
argue that understanding the mathematics in Bayesian is not imperative when
developing your model but instead that you should focus on diagnosising your
models. The statisticians and biostatisticians have already done the math, all
we need to do is learn a few tricks.

1.2 Basic probability rules

We are interested in examining the probability of event A or event B.
p(A ∪B) ≡ p(A or B) = p(A) + p(B)− p(A,B)

If they are independent then:
p(A,B) = p(A)p(B) iff (if and only if) A and B are (independent events).

If they are not independent then:
p(A,B) = p(A|B)p(B) or p(A|B) = p(A,B)

p(B)

These rules can be extended to n events. See figure 1.
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Figure 1: Venn diagram of probability rules.
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1.3 Probability distributions

When a sample space is larger then we use functions to assign probabilities or
frequencies to the events in the sample space. The parameters of these func-
tions depict the shape and scale of the curve defined by the function. When
the functions are continously distributed they are termed probability den-
sity functions and when they are discrete they are termed probability mass
functions. Together they are referred to as pdf.

The pdf for the normal distribution (x ∼ N(µ, σ2)), which contains two
parameters µ and σ2 is the following:

f(x) = 1√
2πσ2 exp {−x−µ

2

2σ2 }

When we speak of continous distributions there are technical an infinite
number of values in the sample space. If we try to calculate the probability of
any one value that number is divided by infinity and it is therefore zero. So we
resort to using integration and the cumulative distribution function which
is sum (in case of discrete) or integral of the smallest value of x to in the sample
space to some value of X. Expressed mathematically:

p(x < X) =
X∫
−∞

f(x)dx

1.3.1 Binomial distribution

The binomial distribution represents the probability for x successes in n trials,
given a success probability p for each trial. x ∼ Bin(n, p), where n is the number
of trials and p is the probability of success:
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pr(x|n, p) =
(
n
p

)
px(1− p)n−x, where

(
n
p

)
equals n!

p!(n−p)!

The mean of the binomial distribution is np and the variance, a function
of the mean, is np(1 − p). When p > 0.5, the distribution has a postive skew
and vice versa, when p = 0.5 the distribution is symmetric. When n = 1
then binomial distribution is the Bernoulli distribution. When p is close to 0.5
and n is large then binomial distribution may be approximated by the normal
distribution.

1.3.2 Multinomial distribution

The multinomial distribution is an extension of the binomial distribution when
there are more than two outcome categories. x ∼Multinomial(n, p1, p2, .., pk):

pr(x1...xk|n, p1...pk) = n!
x1!x2!...xk!p

x1
1 px2

2 ...pxkk

The multinomial distribution allows computing the probability of obtaining
particular sets of successes, given n trials and given different success probabilities
for each member of the set.

1.3.3 Poisson distribution

Count data distribution it essentially provides the probabilities for a given num-
ber of successes in an infinite number of trials. x ∼ Poi(λ):

p(x|λ) = e−λλx

x!

When λ is small, the distribution is skewed to the right, with most of the
mass concentrated close to 0. As λ increases, the distribution becomes more
symmetric and shifts to the right. Mean and variance are assumed to both
be equal to λ. Unrealistic in practice and therefore use negative binomial, zip
models, or mixture distributions.

1.3.4 Normal distribution

x ∼ N(µ, σ2), which contains two parameters µ (mean) and σ2 (variance) is the
following:

f(x) = 1√
2πσ2 exp {−x−µ

2

2σ2 }

The latter half of this formula is the “kernel” of the density.

1.3.5 Multivariate normal distribution

Extension of the normal distribution to more than one dimension. X ∼MVN(µ,Σ):

f(X|µ,Σ) = (2π)−
k
2 |Σ|− 1

2 exp{− 1
2 (X − µ)TΣ−1(X − µ)}

Where X is a vector of random variables, k is the dimensionality of the
vector, µ is the vector of means of X, and Σ is the covariance matrix of X.
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1.4 Other useful distributions

1.4.1 Uniform distribution

Uniform distribution is used when the probability of obtaining any value in the
sample space is identical. This is also used when you want safe or uniformative
prior. x ∼ U(a, b), where a is the lower limit and b is the upper limit:

f(x) = 1
a−b

1.4.2 Gamma distribution

The gamma distribution is a continuous distribution based on two parameters.
The first a scale parameter α and a shape parameter β and is a conjugate prior
of a normal distribution, Poisson distribution, and other distribution. The mean
of the gamma distribution is αβ and the variance is αβ2. Gamma is expressed
as X ∼ G(α, β) and the formula is:

p(x|α, β) = xα−1e−x/β

Γ(α)βα

1.4.3 Beta distribution

The beta distribution is a continuous distribution based on two parameters
both shape parameters α and β, respectively, and it is a conjugate prior of the
binomial distribution. The mean of the beta distribution is α/(α + β) and the
variance is αβ/(α + β)2(α + β + 1). Beta is expressed as X ∼ Beta(α, β) and
the formula is:

p(x|α, β) = Γ(α+β)
Γ(α)Γ(β)x

α−1(1− x)β−1, where Γ is the gamma function:

Γ(α) ≡
∫∞
o
yα−1e−ydy, α > 0

2 Prior distributions

Bayesian analysis uses Bayes’ Theorem, and it requires a prior distribution for
Theta to generate a posterior density. Two approaches to set up prior distribu-
tions are discussed as follows:

2.1 Elicited Priors

Elicited priors are estimated by experts who are not necessarily statisticians, but
are familiar with the subject area. It is recommended that you elict from the
expert the 50th, 25th, and and 75th percentiles to create a prior distribution
from (?, ?).The advantage of elicited priors is that it allows you to quantify
qualitative data. The disadvantage is that elicited priors can be too subjective.

?, ?
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2.2 Conjugate Priors

Conjugate priors are more friendly to use because a member of a distribution
family is brought into the estimation for a posterior distribution, instead of a
subjectively-made distribution.

� Uniform Prior

� Gamma Prior: a conjugate prior of a normal distribution and Poisson
distribution.

� Beta Prior: a conjugate prior of the binomial distribution.

3 Bayesian inferences

3.1 Hypothesis testing

“What the use of P implies, therefore, is that a hypothesis that may be true may
be rejected because it has not predicted observable results that have not occurred”
Jeffreys (1960)

3.1.1 Bayesian solution

Bayes Factor = ρ0/ρ1
τ0/τ1

= ρ0τ1
ρ1τ0

= p(x|θ0)
p(x|θ1) = B

Where ρ0 is posterior probability for a traditional null hypothesis; ρ1 is the
posterior probability for a traditional alternate hypothesis; τ0 and τ1 are prior
probabilities.

Implications: This is a likelihood ratio of H0 against H1. This is the odds
in favor of the null hypothesis against the alternate hypothesis. Large ratio,
strong support for the null hypothesis.

3.2 One-sided hypothesis test

According to Lee (2003) this is “one of the few situations in which classical
results, and in particular the use of P -values, have a Bayesian justification.”

Why?
The posterior probability for H0 ≤ θ0 versus H1 > θ0 is:
ρ0 = P (θ̃ ≤ θ0|x̃ = x)
ρ0 = Φ((θ0 − x)/

√
φ)

And for the classical P -value against H0 when θ = θ0 of observing an x̃ at
least as extreme as the actual data x is:

P -value = P (x̃ ≥ x|θ = θ0

P -value = 1− Φ((x− θ0)/
√
φ)

P -value = Φ((θ0 − x)/
√
φ)

P -value = ρ0

To calculate ρ0 and ρ1 we can use Bayes factor again.
ρ0 = P -value = B/(1 +B) = (1 +B−1)−1

ρ1 = 1/(1 +B)
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A Appendix

A.1 Bayes theorem

P (A|B) = P (B|A)P (A)
P (B)

Posterior = Likelihood∗Prior
Marginal

Posterior ∝ Likelihood ∗ Prior

Where P (A|B) can be written as P (y|θ). Therefore, the posterior distri-
bution is the probability of your data given your parameters. P (B|A) is
also the written as P (θ|y) and is therefore the probability of your parameters
given your data, i.e. the likelihood. P (A) is P (θ), which is the probability
of your parameters, i.e. your prior distributions. P (B) is P (y) which, is the
marginal distribution.

B OpenBUGS code

B.1 Simple multiple regression example: Predicting in-
come based on education, race, and gender

Click here to download a .txt version of the model and accompanying data

C Why Bayesian and why Bayesian for a social
scientist?

Bayesian is the only coherent statistical system. What exactly does a p-value
mean? What are confidence intervals? Most of us already give these Bayesian
interpretations primarily because classical statistics is confusing and difficult to
intepret. With a Bayesian approach you’re always using your posterior distri-
bution and the inferences you make are true probability statements.

Bayesian is cohesive. Underlying Bayesian statistics are probability calculus
and Bayes theorem. Everything meshes and fits together. Don’t be afraid of
the calculus. Most of it is behind the scenes.

No type I or type II errors. You’re making different inferences based on the
posterior distribution and the probability of your model given your data and
beliefs.

You can use all your information and code this as your prior. You’re a
scientist you have hypotheses, theories, ideas yet when you run your statistical
analysis you act like it’s an entirely objective exercise. Behind closed doors
you hidethe models and the data peeking/dredging you’ve done. Why not be
transparent and admit that your theory has guided you and that you’re using
it in your statistics? Why not weight against your theory?

There are no longer technical hurdles to prevent you from using a Bayesian
approach. Programs like R and WinBUGS (becoming OpenBUGS) are freely
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availably and opensource. They have great support networks and lots of advice
on statistical design/interpretation.

Additionally, though I am but a lowly graduate student, my naviete or my
arrogrance makes me think that Bayesian approaches are the way of the future.
If you need more proof see Lindley (2000).

So why use Bayesian in social sciences? I hope that my answers to why
Bayesian, in general, can overlap here. But I would like to further add that
several tools available in Bayesian model selection allow you to select multiple
models rather than having to abritarily select one and claim it’s the true model.
Instead a Bayesian approach allows you to assign a probability to that model
being the true model. Yes you lose concrete answers and arbitrariness but
science is never definitive, why act like it’s the case with your statistics and
policy? Additionally, you have the ability to actually caluculate the probability
that your model is true. You can actually say that the probability of a student
getting this grade based on these parameters is 0.17.

The following is a packet that I am putting together to help those of you
interested in seeing the light make the move to Bayesian. This is by no means
a recipe book or should be taken as a definitive guide. Although I’ll proclaim
myself a Bayesian, my knowledge is still limited. I am piecing together bits
of Bayesian statistics that I’ve found helpful and standing on the shoulders of
giants. Please leave me a comment at desja004@umn.edu to let me know what
more I can add that would be helpful to clarify or correct points.
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